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chnenn e State of Commodity Clustering

The state of commodity clustering is strong

Commodity Clusters dominate the HPC world

A strong showing in the Top-500 list

Even
Linux is t
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displacing custom HPC architectures
ne OS of choice for clusters

nigh-end HPC machines use Linux

nigher percentage in mid-range and utility £

=
ey
c



cLeveuny . Trends in High Performance Computing

| Open Source Linux Standards Based
Computing §

| The ideal HPC platform

Innovation R&D
Economics . Quality
Ability to customize Lowers Capltal costs Scale
Potential stability

x Opague commercial support Supports standards ]

: . . SMP-like
Commaodity - Dramatically improves e )
Clusters productivity Xperience

_ i Simplicity
Econgmécs Lowers your operational Manageability
Standards Reliabilit
Scalability expenses coner

X Heavy system integration X Proprietary
X Management complexity X Prescriptive
X Non-optimized performance X Expensive

Maximizing the ROI of Clustering is all about getti ng the
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Best of all Worlds
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Beowulf Clustering: the Early Years



Manual management of multiple, individual servers

- Full Linux install to disk; Load into

memory
Very Manual & Slow; 5-30 minutes

009 00©@

e . @0 Full set of disparate daemons,
services, user/password, & host access

Interconnection Network setup

| Crude parallel shell with complex glue
| scripts run jobs

00® 00 ®

Master Node Monitoring & management mapped to

— iInefficient underlying glue to N nodes

Internet or Internal Network



HPC Clustering - redefined

‘Do-it-yourself’, ad hoc clusters —
cumbersome and slow

Complete cluster management solution
that runs out-of-the-box
Robust, sophisticated architecture
Commercially tested and supported

Complex Cluster Management and
Administration
Time, skill and cost intensive

Central Command/Control makes the

complex simple & cost-effective
Manage entire cluster as single, consistent
virtual system

Manual management of multiple,
individual servers — slow to scale,
reliability issues
Full operating system install on each
compute node in cluster

Deploy, monitor and scale virtual pool of
resources from a single point
* Only lightweight distribution on compute
nodes - provision on demand, up in seconds
» Software version skews eliminated

Security threat for each HPC
compute node deployed

Central security management

Lightweight compute nodes = nothing to
hack

Driving productivity up and measurable cost out
Delivering the value of Cluster Virtualization




Cluster Virtualization Architecture
Realized

Optional Disks

‘-
* Minimal in-memory OS with single daemon
rapidly deployed in seconds - no disk
* Less than 20 seconds
« Virtual, unified process space enables
_ intuitive single sign-on, job submission

« Effortless job migration to nodes

* Monitor & manage efficiently from the Master
*Single System Install
*Single Process Space
*Shared cache of the cluster state
«Single point of provisioning
AN *Better performance due to lightweight nodes
*No version skew is inherently more reliable

Internet or Internal Network

Manage & use a cluster like a single SMP machine




The first hurdle: initial installation and
configuration

Collect pieces and cobble together
Flexible with all options, integrated
tightly with none

Not unusual to spend 2 weeks to get
up and running

=

Complete, Pre-Integrated and Architected
The total environment is known and everything
is optimized to work well together
Ready to Run, Out of the Box
Proven systems design and build and
integration expertise enable rapid deployment

Finding good “How-To” guidance
Many open source projects have
little to no documentation
“Read the Code to Learn More” is
painstaking and slow

Professionally Documented
Good Overview tells you how it works together
User “How To” Guides/Reference Guides steps
you through the process

Getting Expert Assistance is painful
“Post and Pray” to mailing list

Make new friends/waste a lot of time

Training and Services are by reference
only

Call the experts and get immediate help
Cluster Engineers with deep expertise
Committed to solving your problem quickly
Structured Services Available On Site

Commercial Integration, Testing and Support
Makes you productive faster




The next hurdle: Simpler, more manageable real
time provisioning of resources

Disk-Based Install of entire cluster Single Install on the Master
Script or tool maintenance (kickstart) Auto-provisions in-memory OS to nodes
15-30 minutes/node, days/cluster < 20 seconds/node; min. to hours/cluster
Complex, Scripted Node Updates Single install of the update on Master
Login/apply foreach node Master auto-updates nodes
Manually correct failed updates Guarantees consistency

Replacing a failed node is painful
Replace hardware, power on
Manual Install and Configuration
15-30 minutes

Replacing a failed node is effortless
Replace hardware, power on
Node is up in 20 seconds

Disk installs get stale, inconsistent Stateless provisioning always consistent
Tedious manual verification Refresh in 20 seconds if need be

Or 30 minute reprovision

Turning Provisioning from Painful to Effortless
So You Focus on Results - Not Clusters




Maintaining Efficiency, Scalability, Security

H P U 0 P :
Configuring large numbers of Compute nodes are slaves to run jobs
servers is painful directed by Master
Users, Services, Access, Security etc. Never have to setup compute nodes
Multiple Services, Agents, Daemons Right Sized Compute Node OS consumes
consume resources & compromise — less resources
Performance and Scalability — (8 MB typical RAM)
Memory Bandwidth (400Mb Full Install) Can always auto provision extra libraries
Scheduling latencies of daemons, 5-15% Performance Improvement typical
services Optimized management agent design scales
Multiple agents, extra traffic won'’t scale well
Full User and Access requires Virtual Fortress
configuration and opens security Lightweight Slave with no attack points is
holes inherently more secure and reliable

Right Sizing Compute Nodes Dramatically
Improves Efficiency, Scalability, Security




Simplifying the complexity of managing large

ools of servers

Manual management of multiple,
individual servers
Tedious, time-consuming

Present the cluster as a single, powerful

Linux system
As easy as managing a single workstation

Job control requires interaction
with multiple servers

Single point of job submission and job

control
Single unified process space
Signals and Std I/O Forwarding

Multiple, disparate methods and

tools for monitoring
Complex to setup and manage
Does not scale

Single point of monitoring
Logs, statistics, status automatically forward
to the Master node
Exceptional ease of use and scalability

Setup users and security on all
machines

Single point of user/security
administration

Manage Large Pools of Servers as a
Single, Consistent, Virtual System




Mapping utilization to organization policies and

riorities

Weak on mapping priorities to
organizational policies

Powerful, easy-to-implement policies
Optimize utilization according to multiple
organizational criteria
Fair Share, Deadline, Backfill
Reservations, Triggers

Command Line only
Write many complex, difficult to
maintain scripts
No visualization as to what is
happening

Powerful graphical visualization
Point and click control
View all relevant resources/job/user status
Timeline and job location views
Powerful “what-if” simulations

No Graphical, Historical Reporting
or Accounting

Instant, graphical real time and historical
reporting and charge-back accounting

Maximize Cluster Utilization Against Business Prior ities
With Powerful, Instant Visualization of the Cluster




Advanced Workload Virtualization

Maximizing Cluster Utilization - Mapped to Business Priorities




Real Life Customer Experiences

Chemical Engineer team at MIT breaks
down the molecular makeup of polymers
and tests chemical structures through
virtual stress tests but only has a post-
doctoral student as sys admin

Investigated free clustering packages such
as OSCAR, Rocks, OpenMosix and other
commercial offerings but found Scyld
easiest to install and configure

Cluster works just as a high-powered
microscope in some ways, creating visual
Images of complex structures smaller than
a nanometer - 80,000 times smaller than a
human hair



Real Life Customer Experiences

University of Arizona

Planetary Laboratory at the UofA studies space physics,
planetary occultations and results of spacecraft missions
for NASA.

Computing capacity stunted by a mishmash of disparate
workstations and servers and ad hoc networks that had to
be put together and taken apart over and over again

Because cluster is now essentially 1 machine, sys admin
able to put all possible configuration combinations on it so
users could pick and choose their tools.

Reduced complexity from up 100+ machines to essentially
only one

Now able to calculate an entire planet’s atmosphere at all
the various altitudes in 2 weeks compared to months
previously -- increased computer capacity by a factor of
15 -- with still only 1 sys admin




Real Life Customer Experiences

Challenges
Borrowing time on variety of systems
Needed to increase compute hours/year 50-fold
Limited IT budget for HW and admin staff

Penguin Computing Solution

Turnkey solution with fully integrated 284 processor
Scyld Cluster

15 TB disk storage

Results
Achieving target of 5M compute hours/yr — 5X increase

$150K/yr saved in admin overhead — invested in
system budget



Some Recommendations

Dos & Don 'ts of Linux Cluster Implementations

Take time to understand user needs and ease of

use requirements

Evaluate application and data access

requirements carefully

Assess the system and network architecture and
support resources required to deliver a

dependable production quality service



Cluster Virtualization

Together

Linux Systems

Clustering
Virtualization
Software

Professional
Services and
Engineering

- Putting It Al

Fully Integrated,
Turnkey Clusters

Broad range of scalable,
value priced hardware
components — optimized
for Linux.

Fundamentally changing the way large pools of

Makes a cluster seem like
a single machine — for
unparalleled ease of
deployment and
management.

World class Linux
engineering team delivers
expert support when you
need it.

Proven design, build

V)

and delivery process.

/

Application-ready cluster
families for HPC and
Enterprise.

* High Density
* Performance

servers are deployed




Conclusions

Designed correctly, Linux clusters offer tremendous flexibility, scalability,
and reliability

Advancements in Cluster Virtualization and integrated application
environments enhance scientific productivity

Professionally developed solutions remove complexity, save time and effort,
ultimately increasing the scope and pace of complex simulations.

Scyld ClusterWare provides:
Unequalled rapid provisioning and scalability
Exceptional ease of management & use
Powerful policy-driven workload management

Commercially tested, documented, supported

Reduced risk, higher productivity, shorter design c ycles, lower TCO




